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Abstract

The QUIC protocol is a novel protocol for reliable and encrypted transport with a rapidly
evolving ecosystem. The plethora of available libraries prompts the need for a robust and continu-
ous benchmark framework for QUIC libraries. Thus, Nesquic was previously introduced to gain
insightful metrics and identify performance bottlenecks. In this project, we add more libraries to
the comparison, improve the metric collection and storage system and explore the use of structured
logging for performance analysis. We show that the libraries Noq and Neqo show a performance on
par with previously measured libraries. We evaluate the performance of using QLOG for perform-
ance analysis and find that it incurs a significant overhead, making it impractical for performance
measurements.
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Chapter 1

Introduction

1.1 Motivation

The transmission of data across the modern internet is reliant on a robust transport-layer protocol
to achieve reliable transport. Over the last decades, TCP established itself as the predominant
standard and has been adapted many times throughout the years [1]. However, TCP has certain
issues which limit the performance of an application-stack based on TCP, namely head-of-line
blocking that is noticeable on out-of-order delivery of TCP packets [2]. Further, due to TCP’s
wire-image being visible to middleboxes, it has proven difficult to evolve TCP significantly without
requiring substantial updates to many components, a fact known as “protocol ossification” [2].

Introduced by Google in 2013, a novel transport-layer protocol named QUIC has emerged which
aims to solve some of TCP’s shortcomings. QUIC is an authenticated and encrypted protocol,
which besides the privacy improvements helps to prevent ossification, and is designed to be more
performant than TCP [2].

Since QUIC runs purely in the user-space, QUIC has been able to achieve rapid developments
within its vast ecosystem of QUIC-components developed by a multitude of actors [2]. As such,
there is a number of libraries providing QUIC-transport available today. These libraries can be
quite different in their architecture and feature completeness, and might sometimes not even provide
compatible implementations [3]. Some are integrated with an optional HTTP/3-layer, others are
standalone QUIC libraries; some are shipped with an efficient 10-layer, others without; a number
of different algorithms for congestions-control and task scheduling are used; and finally, only some
provide an asynchronous event-layer around their synchronous methods [4].

These facts have lead to interest in systematically comparing the different implementations [5].
Such a comparison system should be able to programmatically compare QUIC libraries as well as
cope with the diversity of current implementations and their possibly diverging goals. Thus, Nesquic
has been introduced as a benchmarking infrastructure for QUIC libraries with the expressed goal
of enabling library developers to improve performance in their implementation [6].

Thus, we face two challenges: First, we need to benchmark QUIC libraries programmatically
while accounting for their continuous development and their different design and implementation
choices. Second, the obtained metrics should bring actionable insights to pinpoint performance
bottlenecks.
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1.2 Task and Goals

This project aims to make Nesquic more versatile and add features to enhance the comparison
of QUIC libraries. Concretely, this project adds two more libraries to the comparison, evaluates
support for the creation and parsing of packet traces to obtain library-internal metrics, and finally
improves the measurement storage and visualization system.

1.3 Overview

Chapter 2 shows background about QUIC, Nesquic as well as related works. Chapter 3 gives an
overview over the design of the improved and extended measurement system. Chapter 4 outlines
the challenges and decisions faced while implementing the designed system. Chapter 5 shows the
experiments carried out and their results. Finally, chapter 6 identifies some possible future work.



Chapter 2

Background and Related Work

2.1 Background

QUIC is a novel protocol used for reliable, authenticated and encrypted transport and serves as the
transport base for HTTP/3 [7]. Standardized in 2021, it has seen a rapid evolution both in its own
proposed standard as well as a large and diverse ecosystem [2]. However, the current landscape of
internet middleboxes not only prevents some of the evolution of TCP, but also makes it difficult to
introduce novel transport protocols. In order to be deployable in today’s internet, QUIC is based
on a well-known transport protocol, UDP, as its unreliable datagram-transport-protocol [2].

In order to understand the workings of our proposed measurement system, we need to examine
some QUIC specific terms: To the application-layer, QUIC provides ordered byte-sequences, termed
streams. This data, as well as QUIC-specific control information, is packaged into QUIC packets
which contain one or multiple frames. QUIC defines multiple types of frames for different types of
data or control information, respectively. The QUIC packets are then sent over the network as UDP
datagrams [8]. We aim to measure the performance of a QUIC library, that is, a collection of code
that enables an application to send data over QUIC. We call a QUIC library an interface-under-test,
IUT for short.

We also introduce eBPF, a rather novel addition to the Linux kernel that enables the safe
execution of user-controlled code in a privileged (kernel) context after verification. This enables
a user to attach probes to particular events, such as syscalls, and observe as well as influence
these events. Further, the data obtained can be shared with calling processes in non-privileged
execution [9].

Finally, as another part of the ecosystem, QLOG shall be introduced: QLOG is a standardized
format for structured event logging and QUIC packet tracing used in QUIC libraries. It has been
developed for some years to be standardized [10].

2.2 Related Work

Much has been written on the comparison of QUIC with TCP, on the comparison of different
implementations of QUIC, as well as on possible improvements on QUIC or its implementations:
The performance of QUIC has been studied in comparison to TCP with mixed results: QUIC
generally performs better than TCP, however, concrete scenarious such as a large number of small
objects to be transmitted, as well as time-varying delay links prompt performance issues. Further,
the fair allocation of bandwidth for mixed TCP and QUIC links is not always achieved [5].
Comparing QUIC libraries has also resulted in mixed results depending configuration options
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for different implementations, namely the chosen congestion control algorithm and the chosen mul-
tiplexing algorithm [11] [4]. The same authors also showed that QUIC’s removal of head-of-line
blocking has little effect on real-world performance. Further, it has been noted that besides the
QUIC implementation’s performance also the application-layer HT'TP /3-implementation’s perform-
ance matters in real-world scenarios [4].

There is already at least one system to automate the comparison between different QUIC
libraries — interop-runner — which puts its focus on the interoperability and correctness rather than
performance [3]. Nesquic on the other hand focuses on benchmarking the performance of QUIC
libraries and obtaining actionable results for performance improvements.

Numerous reports that focus on eliminating certain performance bottlenecks in QUIC have been
published [12] [13] [14]. These reports and efforts could benefit from Nesquic’s work to validate
proposed changes.

Finally, for the technically inclined reader, the standardization documents for QUIC [8], as well
as the proposed standards for QLOG [10] and its event definitions [15] shall be referenced.



Chapter 3

Design

3.1 Design Goals
Nesquic has to fulfill multiple design goals:

1. The setup needs to be able to cope with the continued evolution and possible differences
between different QUIC libraries.

2. The results should be comparable across different libraries and configuration setups.

3. The metrics obtained should be closely connected to real-world performance, while the meas-
urement process cannot affect the libraries’ performance negatively.

4. Nesquic should support different vantage points for gathering internal as well as external
metrics in order to gather a complete picture of a library’s performance.

5. The simulation of different network conditions should be possible.

As a non-goal, we focus on the performance of the “raw” QUIC stack, therefore ignoring the
additional complexity (and usability) that a sensible application-layer protocol (such as HTTP/3)
entails.

Client Server
eBPF | [QLOG eBPF | [QLOG
‘ UT Network ¢ 3 ‘ UT ’
I Emulator I
‘ nesquic ‘ nesquic ’

Metrics
Storage

Figure 3.1: Nesquic architecture.
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3.2 Nesquic architecture

Nesquic achieves the design goals laid out as follows: The measurement process with Nesquic is
based around a core application — nesquic (section 3.3) — that has functionality for sending and
receiving QUIC traffic using the library chosen, obtaining the needed measurements and storing
these measurements in the storage system. For each experiment run, this binary is executed twice,
once as a server and once as a client, and connected by a network condition emulator (section 3.4).
Finally, a measurement storage and visualization system is the endpoint for the obtained metrics
(section 3.5). A graphical overview is given in fig. 3.1.

3.3 nesquic binary

The central nesquic binary provides multiple functions:

Connection to IUT

Nesquic defines an interface for the communication between the central application and the IUTs.
Specifically, IUTs need to implement functionality for creating a server and a client, as well as
listening for new connections and connecting to another endpoint. This standardized interface
allows Nesquic to fulfill design goal 1 and 2 by containing the variability of QUIC libraries to the
internal implementation of said interface.

This project adds such an interface to the QUIC library “Neqo” which is developed by Mozilla
for the use in Firefox [16].

Metrics

As to fulfill design goals 3 and 4, the metrics are laid out as follows:

Motivated by previous results on the impact of syscalls on the performance of QUIC librar-
ies [13], Nesquic uses eBPF to measure the number of syscalls made and the total volume of data
shuffled through these syscalls. The gathered measurements are exchanged with nesquic using a
ring-buffer provided by eBPF. This metric of course counts data that is transferred multiple times
also multiple times, e. g. a lost packet retransmission.

This projects aims to add a second measurement track such as to support another vantage point.
However, since QUIC is a fully encrypted protocol, it is difficult to gather much more data besides
the size about a packet without decrypting it. Thus, this project attempts to employ the ability
of QUIC libraries to write QLOG files. This could enable Nesquic to get even more fine-grained
information about the data flow, such as latency (time-to-first-byte), the number of handshake-
packets needed, packetization efficiency or packet retransmissions by analyzing the network traffic
sent and received by an TUT.

Scaffolding

Finally, Nesquic needs some supporting structure to achieve its final working state: parse command-
line flags, spawn the appropriate client- and server-jobs, start the metric collection system, collect
the metrics and finally send them to the storage service. Additionally, Nesquic generates self-signed
certificates for the encryption of QUIC-connection.



3.4. NETWORK EMULATOR 7

3.4 Network emulator

As we have shown in section 2.2, it is known that the network conditions play a crucial role in
QUIC’s performance. Thus, to address design goal 5, Nesquic needs to be able to gather data while
controlling the behavior of the network link used. In Nesquic, “MahiMahi” is used as a network
emulator and allows Nesquic to introduce arbitrary link delays as well as imitate an observed trace
reproducibly [17]. In section 5.1, the details of the conducted experiments are presented.

3.5 Data collection and visualization

In order to store, retrieve and visualize the obtained measurements, Nesquic utilizes a measurement
storage service and a visualization software. Upon completion of a measurement run, the data is
pushed to the storage service over HT'TP and pulled by the visualization software when needed.

This project migrates Nesquic’s measurement storage to InfluxDB, targeted to event data and
one-shot data, which is more in line with Nesquic’s needs than the previous system, Prometheus,
which focuses on continuous metrics [18] [19].

The measurements are visualized in a dashboard using Grafana, a system for metrics query and
visualization [20].

This method of storing the measurements for later comparison enables Nesquic to handle mul-
tiple different setups of IUTs and their configuration by performing sequential experiments, and
therefore addresses design goal 2.



Chapter 4

Implementation

This project focused on adding two more libraries to the comparison (sections 4.1 and 4.2), adding
support for the creation and parsing of structured log-data (section 4.3), and finally improving the
measurement storage and visualization system (section 4.4).

During the development-process, previously existing integration tests were utilized to ensure a
correctly working program was produced. These tests ensure that a client and a server built with
the same library achieve a successful handshake in good networking conditions, which proved to be
sufficient to catch obvious bugs in new IUTs or metrics.

4.1 1IUTSs: adding Neqo

The addition of Neqo to the collection of IUTs has been successful. The previously explained
structure of Nesquic was adapted well to the addition of another IUT. The experiments could be
conducted without any change to the existing setup once the addition of Neqo was concluded. How-
ever, two issues required more attention: The treatment of compilation conflicts of cryptographic
libraries written in C as well as the asynchronous-synchronous boundary implementation.

4.1.1 Neqo: Cryptographic libraries

Neqo does not handle the cryptographic elements of an encrypted QUIC connection on its own, but
rather employs a well-known cryptographic library as a dependency — as do other IUTs implemented
so far. Neqo depends on "nss” and ”"nspr”, two libraries written by Mozilla and used in Firefox as
well [16]. However, two previously added IUTs, ”Quinn” as well as ”quiche”, depend on BoringSSL,
Google’s fork of the classic OpenSSL [21] [22]. Since both sets of libraries expose the same APT for
certain parts of the cryptographic operations, the Rust compiler cannot handle both dependencies
to be active at the same time.

This project therefore changed the compilation model of Nesquic’s binary to already at compile-
time only include the code and dependencies of one IUT. This change allowed Neqo and its de-
pendencies to be included in Nesquic and facilitated the addition of new IUTs even further.

4.1.2 Neqo: Asynchronous-Synchronous boundary

Neqo provides non-blocking, synchronous methods for handling QUIC connections. However, the
timer and UDP-I/O handling lies in the hands of Neqo’s consumers. Therefore, this project needed
to wrap Neqo in an asynchronous runtime based on Tokio, a well-known library for asynchronous
programming in Rust [23]. This layer makes Neqo compatible with Nesquic’s setup.
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However, programming the asynchronous boundary requires careful handling of the different
states that Neqo can take while ensuring sufficient performance. This proved to be a point where
Nesquic’s harness could impede on the goal to measure an IUT’s performance isolated from out-
side influences, as the concrete implementation of this wrapper might add unwanted performance
overhead.

4.2 IUTs: adding Noq

While this project was running, a new QUIC library was announced to the public by it developers.
Originally a fork of Quinn, "Noq” was announced as a standalone alternative with certain fea-
tures [24].

With Nogq still being closely related to the previously added Quinn, the integration was straight-
forward. Noq’s performance is evaluated in section 5.1.

4.3 QLOG

The addition of QLOG as a second metric system was in general successful. The performance of
these tests is evaluated in section 5.2. The addition of QLOG was not without challenges, though:

At the time of this project, QLOG’s RFC is still a draft. As such, the QUIC ecosystem contains
components that are compatible with different draft versions of QLOG. Within the IUTs present
in Nesquic, the QLOG parsing could be achieved with two different versions of an available parser
library.

Further, since QLOG files are written to the disk by the userspace QUIC library, the data is
transferred by syscalls to the kernel for writing. These syscalls are on first glance indistinguishable
from the syscalls that the QUIC library executes to send a network packet. Writing this log data
is therefore picked up by the eBPF metrics as additional syscalls, thus falsifying these metrics.

Finally, the extraction of insightful metrics from QLOG packet traces is not without its chal-
lenges: determining e. g. time-to-first byte without access to the content of QUIC frames is
challenging.

For these reasons combined with the performance shown in section 5.2, we decided to incorporate
QLOG as a debugging tool without guarantees of an accurate metric.

4.4 Measurement storage system

The transition from Prometheus to InfluxDB as a measurement storage service proved to be suc-
cessful and without many complications. The improvements hoped for were achieved and the
visualization of the data was made more intuitive and flexible. This transition now allows for the
simple comparison of different experiment runs and was used extensively while developing the other
features in this project.



Chapter 5

Evaluation

We evaluate the work of this project: The questions leading our evaluation are "How does the
performance of Neqo and Noq compare to other QUIC libraries?” (section 5.1), ”Can qlog be used
to analyze the performance of QUIC libraries?” (section 5.2).

5.1 IUTs: Neqo and Noq

The experiment setup for comparing IUTs was used in its already existing format for the newly
added IUTs.

The experiments all consist of a binary blob with size 50 Mbit being requested by the client and
then sent by the server. The link between client and server is arbitrarily given a specified delay or
a special behavior:

e the experiment unbounded does not add any delay to the link;
e the experiment delayb adds 5 ms of delay to the link;
e the experiment delay20 adds 20 ms of delay to the link;

e the experiment driving replays a recorded link characteristic that was obtained by driving
a car while being connected on an LTE link on a mobile phone.

For evaluating the performance of these IUTs, only the eBPF based metrics were used, as will
be made evident in section 5.2. Therefore, all relevant syscalls were counted and their amount of
data transferred recorded. The throughput given as a result refers to the total amount of data
transferred through syscalls on the client-side, divided by the time it took to finish transmission of
the binary blob.

When comparing the throughput in figure 5.1, it is evident that the newly added IUTs feature
a performance in a similar range to the already added TUTs.

The syscall invocations are shown in figure 5.2. As some functionality can be achieved by
multiple syscalls and therefore some IUTs use different syscalls altogether, we summed the number
of invocations by their usecase: The syscalls sendmsg, sendto and write for the transmission of
packets (TX) and the syscalls read, recvfrom, recvmmsg and recvmsg for the reception of packets
(RX).

The newly added IUTs show syscall invocations similar to the previously added TUTs.

The measured syscall data volume is shown in appendix A.1 along with more detailed view of
the syscall invocation count. The data volume recorded does not seem plausible on a first view,
since the syscall recvmmsg would transport Gigabytes of data within the current setup.

10
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Throughput by Experiment and Library
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Figure 5.1: The throughput measured by the eBPF metrics, by experiment and IUT.
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Figure 5.2: The number of invocations of the observed syscalls.
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Relative Throughput by Library and Experiment
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Figure 5.3: The relative throughput measured by the eBPF metrics, by Library and experiment.
The bars indicate the throughput relative to the baseline measurement when QLOG is disabled.
The top row has QLOG enabled without modifications, the bottom row has QLOG enabled in a
memory-filesystem.

5.2 Metrics: QLOG

In order to evaluate the possibility of using QLOG to gain metrics, we are interested in the possible
performance reduction due to the writing of the QLOG files. We therefore let the experiments
described in section 5.1 run twice, once with QLOG disabled as the baseline, and once with QLOG
enabled.

The results show a drastic reduction in performance, which is shown in fig. 5.3. We observed an
average throughput drop of 68.55 % across all experiments when comparing the same experiment
and library with and without QLOG enabled.

We employed the eBPF-based metrics system to observe the system-calls made by the library
as it is handling QUIC traffic and writing QLOG files simultaneously and found that with QLOG
enabled, the average number of syscalls is increased by a factor of 37. This fact leads to the
conclusion that the performance overhead of the filehandling is behind the throughput degradation.
Finally, the higher relative throughput with increasing link-delay is to be attributed to the lower
frequency of handled packets, thus lower number of QLOG entries and therefore lower overhead of
logging.

In a trial to alleviate the performance drop when enabling QLOG, we configured Nesquic to
write the QLOG files to a designated filesystem that is backed by volatile memory rather than
persistent storage. This reduced the average throughput drop to 24.20 % across all experiments.
With this memory-filesystem, we still observed three times as many syscalls as with QLOG disabled.
We attribute the remaining performance drop to the cost of performing the write-syscalls as well
as the interruption of regular packet handling for logging.

We therefore conclude that the addition of QLOG as a metric system is not advisable, as any
metrics gained would be heavily distorted. However, it still is a valuable addition to the project
and will help debugging and identifying possible performance bottle necks.



Chapter 6

Outlook

We propose some future work for improving the QUIC library ecosystem.

First, in order to further improve Nesquic, more IUTs could be added, and the interface for IUTs
could be improved, namely by letting all IUT's live within a dedicated docker container — this would
resolve some of the configuration and compilation issues with the current setup. More metrics —
especially IUT-internal metrics — could be added and support for repeated experiments for e. g.
latency established. The calculation of the syscall-volume would need to be fixed. Finally, tracking
the performance of IUTs as new versions are released could give a more historic perspective.

Second, QUIC libraries could be improved by enabling performance-aware logging mechanisms,
such as using custom logging infrastructure to avoid writing to file on every packet.

Third, it has been clear throughout this project that the QUIC ecosystem would benefit from
an even quicker standardization of tooling. QLOG, as an example, has been in draft-state for more
than seven years. This could enable cross-platform and cross-library comparisons and facilitate the
creation of benchmark setups.

13
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Further Results

A.1 Syscall invocations
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Figure A.1: The number of invocations of the observed syscalls for the server.
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Figure A.2: The number of invocations of the observed syscalls for the server.
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Figure A.3: The total amount of data transported by the observed syscalls for the client.
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